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The History of Software Measurement

Data sources and analytical methods have evolved
over six decades of empirical software engineering research.

Would a historic analysis repeated today without adjusting for changes in
how the data are generated lead to the same conclusions?

TR A agencs
If’ 1 &

Mostly manual, proprietary data

E *

S Manually Measurement Restrictedto  Version control  Open-source Ecosystem-
8 collected, in enterprises, organizations, (incl. git), hosting (e.g., scale analyses,
proprietary still manually isolated issue trackers, GitHub), large mining
data collected projects SourceForge pull requests, archives, and
Cl logs Al agents
| | | | |
1970s 1980s 1990s
| |
- ™ /:‘E E o’(:\o
_8 Complexity Sophisticated Measurement Risk and fault Regression, Causal
"q'; metrics and models and frameworks prediction from mixed-effects, inference,
> reliability critical and qualitative change history Bayesian,and deep learning,
models evaluations methods survival models LLMs

Assumptions of Data Collection Practices

Foundational assumptions of trace data are no longer valid, for example:
Assumption Violation

A commit is an atomic Squash-merging collapses pull Discussed

unit of work requests (PRs) into one commit in detail
through
illustrative

Traces are generated by Al agents and bgts anecdotes

human developers generate commits

Version history is Rebasing and force-pushing

append-only rewrite history

Author identity is |dentities are fragmented,

: — .
unigue and stable shared accounts exist

Human-Generated vs. Al-Generated Data

The distinction between “human” and “artificial” is no longer binary, but a spectrum:

Purely human Hybrid Al-generated
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Human Copilot-assisted Prompt-driven Agent
writes the code human commits what human prompts, writes, commits, and
by hand the Al completed agent writes the code, reviews on its own

prompts may matter

All four leave the same trace: same author, realistic timestamp, plausible diff

Trace data alone no longer show human behavior:
Without change, trace-based software measurement loses its relevance
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Squash-Merging Hides Developer Activity

Traditional Merge

feature branch

3 commits

main branch

+ merge commit

Squash Merge

(lost)

O—O——@ +commi

main branch

The magnitude of developer activity hidden by squash-merging:
lllustrated for 8 widely-used GitHub projects that (at least, partially) use squash-merging

Project Commits per PR (% of PRs in the project) >1 commit Commits per PR # PRs
1 2-5 B 6-10 @ 11-20 @ >20 commits avg. max.
transformers 35% 39% 65% 7.3 846 19,353
deno 38% 43% 62% 4.3 389 15,142
TypeScript 48% 38% 8% 52% 3.8 438 14,877
flutter 51% 34% 8% | 49% 3.6 1,398 48,051
bootstrap 57% 36% N 43% 3.3 9,187 9,259
electron 61% 31% | 39% 2.8 1,256 25,669
vscode 62% 30% || 38% 2.8 3,896 47,094
react 65% 28% || 35% 2.6 1,900 12,836

Time window: From project start on GitHub until May 12, 2026. Only merged PRs are considered.
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Data source: World of Code (V2510, October 2025), only GitHub projects.

The adoption of squash-merging over time at population scale on GitHub:

Share of GitHub projects with at least one squash-merged commit

Projects with
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Systematic Al-Assisted Replication Agenda

0 Adapt methods

Detect violated assumptions,

including new ones, and

redefine constructs for Al-assisted commits,
for instance, new metrics of human effort

Which findings established under earlier conditions are replicable with today’s data?

(Forresearchers) e Record provenance (Fortoolmakers)

Add to every commit (GitHub, GitLab, etc.):
e Human, Al-generated, or Al-assisted?

e Which Al model, which prompt?

e \What was the human’s review decision?

e Replicate (Re—run classic findings on human behavior) (Value confirmatory & contradictory results)

Construct Classic finding

Productivity
& effort

Commit count and frequency
serve as effort proxy

Bug introduction Code churn

& prediction predicts defects
Developer Code contributions
expertise reflect expertise

Al-assisted replication workflow

2 Adapt

Implement methods
for modern data
and practices

Call for action:

Why it might break

Squashed and Al-generated commits

do not reflect time and human effort

Squash-merging hides churn;
churn may reflect weak Al prompting

-

Expertise may shift from writing
code to reviewing and prompting

4 Synthesize

Where do findings
replicate,
where do they fail?

Human validation, interpretation of discrepancies, and assessment of adaptations

Use Al-assisted tools to make replication feasible at scale
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